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Abstract—Large language models (LLMs) have shown promise
in automated unit test generation, yet achieving high branch
coverage for complex methods remains challenging. We attribute
this limitation not to model capability alone, but to a fundamental
cognitive misalignment between what LLM prompts expose and
what branch reachability requires: implicit cross-method precon-
ditions are hidden, while branch-irrelevant code is over-provided.
To address this misalignment, we propose COGPATH, a unit test
generation framework that externalizes hidden path conditions as
Constraint-Hints and isolates branch-relevant dependencies via
coverage-driven Backward Slicing, within an iterative generate-
execute-repair loop. Our empirical evaluation, conducted on
2971 methods with cyclomatic complexity greater than 10 from
14 open-source projects, demonstrates that COGPATH achieves
12.8% higher line coverage and 10.2% higher branch coverage
compared to the state-of-the-art, with improvements reaching
32.3% and 20% respectively on the most complex project.

Index Terms—Unit Test Generation, Large Language Models,
Software Testing, Program Slicing

I. INTRODUCTION

Automated unit test generation plays a critical role in
improving software reliability and reducing developer effort.
Traditional techniques, such as symbolic execution and search-
based software testing (SBST), have made substantial progress
in systematically exploring input spaces and maximizing
structural coverage [1]–[4]. However, these approaches often
face fundamental limitations in scalability and in handling
complex program semantics: They struggle to capture implicit
preconditions that arise from intricate object states and inter-
procedural interactions, where the conditions required to reach
a target path are established outside the local method scope
through sequences of prior method calls [5].

Recent advances demonstrate that large language models
(LLMs) can directly synthesize executable unit tests, signif-
icantly alleviating manual effort [6]–[8]. To handle complex
methods and improve coverage, subsequent research mainly
pursues two directions. The first is feedback-driven refinement:
CoverUp [7] iteratively targets untested regions using dynamic
coverage analysis, while YATE [9] repairs failing tests to
enhance validity. The second direction emphasizes structural
decomposition and path sensitivity. HITS [10] prompts LLMs
to decompose methods into fragments. Advancing this using
program analysis, SymPrompt [11] extracts branch constraints
from Control Flow Graphs (CFGs), whereas Panta [12] fuses

static CFG analysis with dynamic coverage feedback to iden-
tify uncovered paths. Building upon this trajectory, JUnit-
Genie [13] achieves strict path sensitivity by isolating the
minimal, path-specific context required for targeted generation.

Despite these promising results, a substantial coverage gap
remains, rooted not in a lack of feedback or prompting sophis-
tication, but in a deeper mismatch, i.e., cognitive misalignment,
between the information exposed to the LLM and what is
actually required to cover complex target branches.

① One important dimension of this misalignment is What to
Satisfy. In many cases, branch reachability depends on implicit
preconditions scattered across long dependency chains [14],
requiring the model to infer hidden constraints through mul-
tiple variable assignments and state transitions before it can
synthesize a valid test. Existing approaches typically provide
only the target branch structure and compress constraint infer-
ence and test synthesis into a single generation step, without
any explicit intermediate output or independent verification of
the inferred constraints. As a result, the LLM can easily skip or
compress critical reasoning steps, producing tests that appear
plausible but fail to satisfy the actual conditions required to
reach the target branch. This problem becomes particularly
severe when the underlying dependency chain is long or
semantically complex.

② The second dimension concerns What to Attend To.
Existing methods usually expose the entire method body to the
LLM, even though only a small subset of statements has real
data or control dependency on the target branch. The resulting
context is therefore structurally misaligned with the branch-
coverage objective: coverage-critical dependencies are diluted
by irrelevant code, attention is spread across non-essential
statements, and the model must reason under a representation
that over-emphasizes what is visible rather than what is truly
necessary [15]. This not only amplifies cognitive burden,
but also makes precise state construction substantially less
likely. Even without explicit distractors, LLM performance
can already degrade as context length grows [16], [17]; in
branch-oriented test generation, this effect is further magnified
because the relevant context is often deeply buried inside much
longer method bodies.

Approach. To address this cognitive misalignment, we
propose COGPATH, a branch-level alignment framework for
LLM-based unit test generation. Rather than treating an un-
covered branch as a generic request for more tests, COG-979-8-XXXX-XXXX-X/26/$31.00 ©2026 IEEE



PATH aligns the prompt with the specific reasoning needed
to reach that branch: it exposes the preconditions that must
be satisfied and suppresses context that is irrelevant to the
branch outcome. This alignment is performed inside an itera-
tive generate–execute–repair loop driven by dynamic coverage
feedback. For each resistant branch, COGPATH derives path-
specific Constraint-Hints that translate hidden reachability
requirements—such as setter calls needed to establish ob-
ject state—into explicit generation guidance. When coverage
plateaus, it further applies coverage-driven Backward Slicing
using the uncovered branch as the criterion, so that the
prompt is rebuilt around the statements and cross-method
dependencies that actually influence the target outcome. In this
way, the two analyses serve a single branch-level alignment
objective rather than acting as independent prompting add-ons.

The main contributions can be summarized as follows:
• We formulate branch-coverage failures in LLM-based test

generation as a form of cognitive misalignment, caused
by hidden cross-method preconditions and branch-irrelevant
context.

• We propose COGPATH, an iterative generate–execute–repair
framework that combines Constraint-Hints and coverage-
driven Backward Slicing to make path-specific preconditions
explicit and reduce irrelevant context.

• We evaluate COGPATH on 130 classes and 2,971 complex
methods from 14 Defects4J projects. Under controlled back-
bone and context settings, COGPATH improves average line
and branch coverage over the strongest baseline by 12.8 and
10.2 percentage points, respectively.

• We release COGPATH with its prompts, analysis compo-
nents, and evaluation scripts to support replication and
follow-up research.

II. MOTIVATION

Challenge 1: Underspecified Constraints (What to Sat-
isfy). Problem: Branch reachability often depends on im-
plicit object states established through inter-procedural inter-
actions [5]. These constraints are not explicitly represented
in the input, forcing the LLM to infer them from incomplete
information.

Example: Consider the addValue() method from
Apache Commons Math (Listing 1). The target branch depends
on the condition meanImpl != mean, which can only be
satisfied if a prior method modifies the internal state:

To reach this branch, meanImpl must be explicitly set to
a non-null, non-default value before addValue() is called.
An LLM provided only with the addValue() method body
might generate:

This test is executable but fails to cover the branch because
the critical precondition of meanImpl being initialized is un-
met. The LLM lacks the context to ”see” this inter-procedural
requirement.

1 public void addValue(double value) {
2 ...
3 if (meanImpl != mean) { // target branch
4 meanImpl.increment(value);

5 }
6 }

Listing 1. Target branch with hidden cross-method dependency

1 SummaryStatistics stats = new
SummaryStatistics();

2 stats.addValue(1.0);

Listing 2. LLM-generated test (constraint not satisfied)

By supplying the explicit constraint that meanImpl must
differ from the default mean, the LLM successfully identifies
the required precondition and generates a correct initialization
sequence:

1 // Assume CustomMeanImpl is a valid
implementation

2 SummaryStatistics stats = new
SummaryStatistics();

3 stats.setMeanImpl(new CustomMeanImpl());
4 stats.addValue(1.0);

Listing 3. Correct test (constraint satisfied)

This example illustrates a general failure mode: when con-
straints are encoded as cross-method state transitions, they re-
main invisible unless explicitly surfaced, making them unlikely
to be satisfied during generation. Challenge 1 addresses the
case where critical information is absent from the provided
context. A complementary problem arises when the informa-
tion is present but obscured.

Challenge 2: Misaligned Context (What to Attend To).
Problem: Even when all necessary conditions are locally
available, they are often embedded within large methods con-
taining substantial irrelevant logic. Providing the full method
body introduces noise that is not aligned with the coverage
objective.

Example: Consider the collect() method from
JDatabind, where the target branch is guarded by a conjunction
of three conditions:

1 if (checkJavaLangObject && (_intr != null) &&
!methods.isEmpty()) { ... }

Listing 4. Target branch with multi-variable condition

Each condition originates from a different part of the
method body. The full method interleaves the initialization
of methods, the resolution of checkJavaLangObject,
and several loops and nested branches entirely unrelated to
the target guard. When exposed to the complete implemen-
tation, the LLM fails to identify that _mixInResolver
is the critical dependency and generates a test that leaves
checkJavaLangObject permanently false:

1 Collector collector=new Collector(intr, null);
// _mixInResolver is null

2 collector.collect(typeFactory, tc, mainType,
superTypes, primaryMixIn);

3 // checkJavaLangObject remains false; target
branch never reached

Listing 5. LLM-generated test (branch not covered)



The bottleneck is that the LLM’s attention is diluted
across the full method body. The critical dependency—
that checkJavaLangObject is set to true only when
_mixInResolver returns a non-null mixin—is buried
among dozens of unrelated statements. The model fails to trace
this data-flow chain and leaves _mixInResolver as null.

By retaining only statements with data or control depen-
dence on the target branch, the three guard dependencies
become structurally visible, enabling the LLM to correctly
configure the resolver and construct a valid test:

1 Map<MemberKey,MethodBuilder> methods = new
LinkedHashMap<>();

2 _addMemberMethods(tc, mainType.getRawClass(),
methods, primaryMixIn);

3 // for (...) { ... } // DELETE: no dependence
on target branch

4 boolean checkJavaLangObject = false;
5 if (_mixInResolver != null) {
6 Class<?> mixin =
_mixInResolver.findMixInClassFor(Object.class);

7 if (mixin != null) {
8 _addMethodMixIns(...);
9 checkJavaLangObject = true; // sole setter
of guard variable

10 }
11 }
12 if (checkJavaLangObject && (_intr != null) &&

!methods.isEmpty()) { ... }

Listing 6. Branch-relevant slice

With this focused context, the three dependencies become
structurally visible: checkJavaLangObject requires a
non-null mixin, _intr is constructor-injected, and methods
is populated by _addMemberMethods. The LLM now
generates:

1 Collector collector = new Collector(intr,
resolver);

2 // resolver returns non-null mixin ->
checkJavaLangObject = true

3 // _addMemberMethods populates methods ->
!methods.isEmpty()

4 collector.collect(typeFactory, tc, mainType,
superTypes, primaryMixIn);

5 // target branch covered

Listing 7. Test generated by our approach (branch covered)

This reflects a second failure mode: even when constraints
are present in the source, they are not structurally aligned with
the model’s attention, making precise reasoning difficult.

III. METHODOLOGY

A. Overview

COGPATH is a coverage-guided iterative framework for
automated unit test generation, illustrated in Figure 1. Given
a method under test, COGPATH first performs an initial-
ization step that extracts project-level dependencies, re-
solves the required JUnit imports, and seeds the suite with
a syntactically valid scaffolding test containing a trivial
assertTrue(true) assertion, ensuring a compilable start-
ing point for all subsequent iterations. It then constructs the

CFG, enumerates feasible paths, and collects dynamic cover-
age feedback to identify uncovered branches before entering
an iterative refinement loop.

Each iteration begins with path selection, where Constraint-
Hints analyzes the selected uncovered path and injects explicit
branch conditions as structured guidance into the generation
prompt. When coverage improvement stagnates, Backward
Slicing is activated to rebuild the prompt around source-
grounded statements and setup actions likely to influence the
target branch. The LLM then generates candidate tests against
this focused context; passing tests are merged into the suite
while failing ones are forwarded to the repair phase. During
repair, compiler diagnostics—including error messages and
their associated line numbers—are incorporated into the repair
prompt, allowing the LLM to precisely locate and correct the
offending statements rather than re-generating the test from
scratch. Coverage is re-measured at the end of each iteration
to drive target selection in the next round. The loop terminates
when the coverage target is reached, the iteration budget is
exhausted, or coverage fails to improve for a configurable
number of consecutive iterations.

B. Constraints-Hints

Constraints-Hints decouples constraint inference from test
synthesis. After each test-generation round, COGPATH parses
the JaCoCo report to identify missed branches and maps them
back to candidate CFG paths. For a selected path π, the
first missed branch b∗ is treated as the immediate coverage
obstacle, and the LLM is asked to produce sufficient conditions
for reaching it rather than a full symbolic solution.

Let π = ⟨b1, b2, . . . , bk⟩ denote the branch decisions along
a target CFG path. Covering π requires an input assignment
x∗ that satisfies:

x∗ ∈ F(π) = {x | b1(x) ∧ b2(x) ∧ · · · ∧ bk(x)} . (1)

Rather than solving F(π) exactly, which is brittle under
complex object states and indirect calls [1], [5], COGPATH
approximates it as a lightweight set of interpretable hints
C(π). The prompt includes the source code, the selected
CFG path, and b∗; the output describes variable relations,
nullness requirements, object states, and setup actions such
as setter or factory calls. These hints are appended to the
test-generation prompt, turning an opaque coverage target into
explicit guidance about what the generated test must satisfy.

C. Branch-Aligned Context Slicing

Coverage improvement does not always progress smoothly:
certain branches remain persistently uncovered even after
multiple generate–execute–repair iterations. In such cases,
continuing to expose the same full method body often repeats
the same failure. COGPATH therefore performs slicing-inspired
branch context construction: it rebuilds the prompt around
source-grounded statements and setup actions that are likely
to affect a specific uncovered branch.

This step is inspired by backward slicing, but it is not
intended to replace classical SDG- or PDG-based slicing.
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Fig. 1. Overview of the coverage-guided test generation framework.

Classical static slicers [18], [19], such as JavaSlicer [20], aim
to compute sound dependence closures over complete and
well-resolved programs. Our setting is different: the generation
prompt is restricted to the declaring class source and imports,
while branch reachability may depend on object states estab-
lished through setters, factory methods, or framework initial-
ization logic. We therefore use slicing as a prompt-alignment
operation rather than as a formal dependence-analysis claim.
The produced context is approximate, source-grounded, and
validated only through downstream compilation, execution,
and coverage feedback.

Branch criterion. Let b∗ denote the first uncovered branch
on a selected path, with predicate P located at source line ℓ in
the focal method M . We define the branch-context criterion
as:

C = ⟨ℓ, P, V (P )⟩, (2)

where V (P ) contains the variables, fields, and receiver objects
referenced by the predicate. When P invokes helper methods
or accesses object fields, V (P ) is expanded with receiver state
and field accesses that are visible within the declaring class.
This criterion makes the target of context reduction explicit:
the context is constructed for a concrete uncovered branch, not
for the method as a whole.

Context extraction. Given C, the slicer LLM receives the
declaring class source with line numbers, the focal method, the
target predicate and line number, and the signatures or bodies
of methods in the declaring class that are referenced by the
focal method. The model is prompted to return a structured
tuple:

⟨stmts, states, setups, rationale⟩,

where stmts are source-grounded statements that may data- or
control-influence P , states describe object states required at
ℓ, setups list candidate calls such as setters or factory methods
needed to establish those states, and rationale briefly explains
the dependency chain.

To reduce hallucination, COGPATH validates the returned
statements against the numbered source code and discards
entries whose line numbers or text do not match the declaring
class. The resulting context is therefore not assumed to be
sound, complete, or minimal; it is a branch-focused prompt
artifact used to guide the next generation attempt.

Use in test generation. The validated tuple is supplied to the
test-generation prompt as focused branch context. Generated
tests are compiled, executed, and measured using the same
validation pipeline as regular candidates. A slice affects the
final suite only through tests that compile, pass, and improve or
preserve coverage; incorrect or incomplete contexts are filtered
by execution feedback rather than being accepted as program-
analysis results.

D. Iterative Workflow of COGPATH

The complete workflow of COGPATH is formalized in
Algorithm 1. The framework accepts the source file and an
initial test suite as input, and iteratively generates, validates,
and repairs tests until a coverage target is met or a termination
condition is triggered.

Initialization. The framework extracts test-scope dependen-
cies, constructs the CFG and method dictionary from the
source file, deriving branch sequences and inter-procedural
dependency information to bootstrap Constraint-Hints and
Backward Slicing respectively. Baseline coverage is then mea-
sured on the initial suite (lines 1–4), providing the missed-
branch information that drives subsequent path selection.

Path selection with Constraints-Hints. At each non-initial
iteration, SELECTUNCOVEREDPATHS identifies CFG paths
that intersect with missed lines or branches and records the
number of previous hint-generation attempts for each path in
pathHistory (line 8). Paths with fewer attempts are prioritized,
subject to coverage impact, so that COGPATH explores under-
tried uncovered paths instead of repeatedly targeting the same
stalled path. For each selected path π, the constraint solver
derives C(π) by analyzing the branch sequence up to the first



Algorithm 1: Iterative Test Generation with
Constraints-Hints and Backward Slicing

Input: src: source file, suite: initial test suite (possibly
empty)

Output: Augmented test suite with improved coverage
deps← EXTRACTDEPS();
cfg,methodDict← BUILDCFG(src);
noIncr← 0, iter← 0;
cov,missed← RUNCOVERAGE(suite);
while iter < maxIter and noIncr < Λ and cov < τ do

// Path selection and prompt
construction

if cov = 0 or iter = 0 then
prompt←

BUILDBASELINEPROMPT(src, suite, deps);
; // baseline prompt

else
Π← SELECTPATHS(cfg,methodDict,missed);
C ← ∅;
foreach path π ∈ Π do

b∗ ← FIRSTUNCOVEREDBRANCH(π,missed);
C(π)← CONSTRAINTSOLVER(src, π, b∗);
; // Constraints-Hints

end
prompt← BUILDPROMPT(src, suite, deps,Π, C);

end
// Test generation
T ← GENERATETESTS(prompt);
// Backward slicing for stubborn

uncovered paths
if noIncr ≥ β · Λ then

slices← BACKWARDSLICER(src,missed);
T ←
T ∪ GENERATEFROMSLICES(slices, suite, deps);

end
// Validation and repair
failed← {};
foreach t ∈ T do

if VALIDATETEST(t, suite) then suite← suite ∪ {t};
else failed← failed ∪ {t};

end
if failed ̸= ∅ then

suite← suite ∪
REPAIRANDVALIDATE(failed, src, suite, deps);

end
// Coverage update and termination

check
(cov′, missed′)← RUNCOVERAGE(suite);
if cov′ > cov then noIncr← 0;
else noIncr← noIncr + 1;
cov← cov′, missed← missed′, iter← iter + 1;

end
return suite;

uncovered predicate b∗, and these conditions are embedded
into the generation prompt (lines 9–13).

Backward slicing. When noIncr ≥ β ·Λ, indicating a cover-
age plateau, the backward slicer is invoked on the remaining
missed code segments. It returns a source-grounded branch
context—relevant statements, required object states, and setup
actions—which is used to construct an additional batch of
targeted tests Ts (lines 16–19).

Validation and repair. Each generated test is individually
inserted into the suite and executed. Failing tests are collected
with their error messages and forwarded to the repair phase,
which re-invokes the LLM with failure feedback to produce
corrected versions. Successfully validated repaired tests are
also incorporated into the suite (lines 21–32).

Termination. The loop exits when the coverage target τ is
reached, the maximum iteration count maxIter is exhausted,
or coverage fails to improve for Λ consecutive iterations.

IV. EXPERIMENTS

We design our experiment to answer the following three
research questions (RQs):
RQ1: Effectiveness How does COGPATH perform compared

to baselines in terms of line and branch coverage, espe-
cially on complex, logic-heavy methods?

RQ2: Ablation Study What are the individual contributions
of Backward Slicing and Constraint Hints to the overall
coverage of COGPATH, and how does the iterative gen-
eration loop affect the branch coverage?

RQ3: Generality Is COGPATH’s effectiveness robust across
different underlying large language models, and how do
their performances vary?

A. Experimental Setup

Dataset. We use the latest fixed versions of Defects4J
v2.0.1 projects [21], excluding non-Maven or deprecated-
dependency subjects (Chart, Mockito, and Closure) following
prior work [12]. The resulting 14 Java projects are compatible
with Java 8+, Maven 3.6.3, and JUnit 4.13.2. To focus on
logic-heavy code, we select non-abstract public classes con-
taining at least one method with Cyclomatic Complexity (CC)
> 10 [22]; dataset statistics are shown in Table I.

Evaluation Metrics. To evaluate the effectiveness of the
generated unit tests, we primarily focus on code coverage,
which is the standard metric in automated test generation
research [2], [4]. We report two specific metrics:

• Line Coverage (LC): The ratio of executable lines in
the target class that are exercised by the generated test
suite. It provides a baseline measure of how much of the
implementation has been reached.

• Branch Coverage (BC): The ratio of executed decision
outcomes (e.g., the true and false paths of an if statement)
to the total number of possible branches. Given our focus
on methods with high Cyclomatic Complexity (CC >
10), branch coverage is our primary metric.

All coverage data in our experiments are collected using the
JaCoCo library, ensuring consistent and reproducible measure-
ments across all subjects and baselines.

Baselines. Prior studies, including SymPrompt and HITS,
suggest that LLM-based approaches can outperform SBST
tools such as EvoSuite under comparable experimental set-
tings. Therefore, we focus on comparisons with state-of-the-art
LLM-based baselines. CoverUp targets Python and operates at
line-level granularity, making direct comparison on our Java
branch-coverage benchmark infeasible. Therefore, we compare



TABLE I
DATASET METRICS WITH #MUTS

Identifier Project Version #C #MUTs CCmax CCmin CCmed

Cli Cli-40f 1.5-SNAP 2 31 11 11 11
Codec Codec-18f 1.11-SNAP 7 78 31 11 13
Collections Collections-28f 4.2-SNAP 5 218 32 11 16
Compress Compress-47f 1.16-SNAP 9 65 22 11 13
Csv Csv-16f 1.6-SNAP 3 72 25 11 14
Gson Gson-16f 2.8.2-SNAP 4 75 37 11 22
JCore JacksonCore-26f 2.10.0-SNAP 9 161 30 11 14
JDatabind JacksonDatabind-112f 2.9.9 9 371 22 11 15
JXml JacksonXml-5f 2.9.6-SNAP 4 118 29 12 22
Jsoup Jsoup-93f 1.12.2-SNAP 8 171 22 11 12
JxPath JxPath-22f 1.4-SNAP 12 115 32 11 13
Lang Lang-4f 3.2-SNAP 17 586 30 11 16
Math Math-2f 3.3-SNAP 30 452 31 11 14
Time Time-13f 2.1 11 458 30 11 17

Total/Avg 130 2971 27.4 11.1 15.1

COGPATH against three representative LLM-based unit test
generation frameworks that capture diverse design paradigms
in the field, plus a Vanilla Prompt control to isolate framework-
level gains from the backbone LLM’s intrinsic capability:

• Vanilla Prompt: A plain prompt that asks the backbone
LLM to generate a JUnit test suite with 100% branch
coverage from the focal class source, without framework
support.

• SymPrompt [11]: A prompt-engineering approach that
encodes symbolic execution concepts into structured
prompts. It extracts branch conditions from CFGs and
constructs path-oriented prompts to guide the LLM in
generating inputs that satisfy specific execution paths.

• HITS [10]: A hierarchical prompting framework that
decomposes complex methods into smaller code segments
before test generation. It adopts a self-healing strategy
that iteratively repairs failing tests to improve compil-
ability and coverage.1

• Panta [12]: A hybrid framework that combines static
CFG analysis with dynamic coverage feedback to locate
uncovered paths. It constructs context-aware prompts that
expose intra-class data dependencies to guide the LLM
toward uncovered branches.

For fair comparison, all methods use the same backbone
model as COGPATH in each experiment. In RQ1 and RQ2, we
use Qwen3-Coder-30B-A3B (QC3-30B) deployed locally on
an NVIDIA H800 GPU (80 GB), and repeat each experiment
three times with averaged results. RQ3 additionally evaluates
Qwen3.5-397B-A17B, GPT-5.4-Mini, and DeepSeek-V3.1 to
assess generalizability. For each MUT, all methods access
only the declaring class source code and imports, excluding
project-level dependencies and configurations. All models use
temperature 0.2 and top-p 1.0. COGPATH is configured with
maxIter = 20, Λ = 3, β = 0.6, target coverage τ = 100.00%,
and starts from an empty test suite.

1Due to missing components in the official HITS repository, we re-
implemented its workflow by strictly following the prompt templates described
in the paper and the procedural logic of available open-source fragments.

B. RQ1: Effectiveness

To answer RQ1, we compare COGPATH against three state-
of-the-art baselines on the selected dataset. Results are sum-
marized in Table II.

1) Overall Performance: As shown in Table II, COGPATH
achieves the highest average LC and BC across all projects.
Specifically, it attains an average BC of 44.41%, outper-
forming SymPrompt (21.14%), HITS (34.24%), and Panta
(32.32%). Same trends hold for LC, where COGPATH achieves
53.14% versus SymPrompt (26.19%), HITS (40.31%), and
Panta (39.77%). The Vanilla Prompt control reaches only
14.90% BC—lower than every structured baseline, including
SymPrompt—and trails COGPATH by 29.5%. Because this
comparison uses the identical backbone LLM, the gap is
consistent with the hypothesis that logic-heavy methods (CC
> 10) require more structured guidance than plain prompting
provides. It also reduces the likelihood that the observed
improvement is explained solely by the backbone model,
although additional diagnostics are needed to isolate the exact
contribution of each guidance mechanism.

Gains over the two strongest baselines—HITS (+10.2%)
and Panta (+12.1%)—suggest that jointly reducing irrele-
vant context and making implicit preconditions explicit can
cover branches that remain difficult for iterative refinement
and context-aware prompting alone. The margin widens sub-
stantially against SymPrompt (+23.3%), which is consistent
with the need for branch-specific context construction when
navigating logic-heavy control flows.

2) Performance on High-Complexity Projects: The advan-
tages of COGPATH are most pronounced on projects with high
cyclomatic complexity and deeper inter-method dependencies.

For instance, on Gson (CCavg = 23.25, the highest in the
benchmark), COGPATH achieves a BC of 41.24% while Sym-
Prompt reaches only 3.59%; on JCore (CCavg = 16.33), BC
rises from 18.51% (HITS) to 35.54%; and on Jsoup (CCavg

= 14.13), BC improves from 17.36% (HITS) to 52.55%.
These project-level gains are consistent with the intended roles
of backward slicing and constraint hints: reducing branch-



TABLE II
COVERAGE ACROSS APPROACHES

Project CCavg
Vanilla Prompt SymPrompt HITS Panta COGPATH

LC(%) BC(%) LC(%) BC(%) LC(%) BC(%) LC(%) BC(%) LC(%) BC(%)

Cli 11.00 36.81 31.99 17.93 9.02 73.50 59.58 63.11 37.98 84.32 70.73
Codec 16.14 24.58 21.96 29.68 24.96 65.73 60.25 60.53 54.82 76.97 69.60
Collections 18.60 8.38 6.72 32.63 32.42 68.23 70.00 33.44 32.40 40.46 34.63
Compress 15.33 7.49 4.31 11.84 11.34 31.64 25.24 34.36 28.45 36.09 29.05
Csv 16.67 25.22 14.46 37.69 23.79 28.95 14.73 50.98 37.99 62.27 52.29
Gson 23.25 12.78 2.32 13.16 3.59 31.54 21.25 21.81 15.20 63.82 41.24
JCore 16.33 19.44 15.13 23.62 21.44 19.85 18.51 26.24 21.97 41.72 35.54
JDatabind 15.33 7.95 4.98 9.99 6.06 18.33 14.44 18.17 14.34 23.35 17.85
JXml 21.50 19.13 14.86 17.45 18.56 18.59 18.84 31.89 23.55 20.61 17.08
Jsoup 14.13 27.30 17.94 24.72 19.13 27.82 17.36 49.80 39.25 66.43 52.55
JxPath 15.50 17.66 12.19 12.01 9.48 23.11 22.76 34.10 29.35 42.28 35.84
Lang 16.88 21.35 17.10 43.98 40.42 62.82 59.77 39.26 36.61 59.21 52.14
Math 16.47 25.27 20.83 38.55 33.70 30.87 26.38 46.40 39.16 59.60 54.02
Time 17.36 31.42 23.85 53.37 42.06 63.32 50.23 46.74 41.42 66.79 59.25

Average 20.34 14.90 26.19 21.14 40.31 34.24 39.77 32.32 53.14 44.41

irrelevant context and surfacing implicit preconditions in code
with dense branching logic and cross-method dependencies.
Answer to RQ1. COGPATH outperforms all three baselines
on average, achieving 44.41% BC (+10.2%–23.3% over base-
lines), with the largest gains on high-CC, dependency-rich
projects (e.g., +20% on Gson, +14% on JCore). The Vanilla
Prompt control (14.90% BC) provides evidence that structured
framework guidance contributes to the improvement beyond
the backbone LLM alone.

C. RQ2: Ablation Study

1) Contribution of BS and CS: We construct three
variants—w/o BS (removing backward slicing), w/o CS (re-
moving constraint hints), and w/o CS+BS (removing both)—
all sharing the same iterative loop limit (maxIter=20) and
evaluated under QC3-30B. Results are assessed via Table III.

Table III shows that both components contribute inde-
pendently: removing BS alone drops average BC by 5.94
pp (44.41% → 38.47%), removing CS alone by 4.62 pp
(44.41% → 39.79%), and removing both by 7.84 pp (44.41%
→ 36.57%). The joint degradation falls below the sum of
individual losses (10.56 pp), a subadditivity that reflects partial
functional overlap—CS not only makes cross-method pre-
conditions explicit but also implicitly focuses the LLM on
branch-relevant predicates, partially mirroring BS’s context-
reduction role—though neither component can fully substitute
for the other. The same degradation ordering holds for LC (BS
removal: −6.63 pp; CS removal: −6.56 pp; both: −9.70 pp).

Yet these averages mask substantial per-project variation:
BS and CS address structurally distinct bottlenecks, making
them complementary rather than redundant. BS contributes
most where method bodies are dominated by branch-irrelevant
statements: Csv is a highly configurable, multi-dialect parser
whose methods interleave handling for delimiters, quotes,
escape sequences, and EOF within a single control flow.
Backward slicing strips these dialect-processing branches that

are irrelevant to the target predicate, letting the LLM focus
on the right conditions; without it, the interference from
unrelated branches collapses BC from 52.29% to 24.80%
(−27.49 %). CS contributes most where branch reachability
is governed by cross-call preconditions rather than local logic:
in JDatabind, reaching many branches requires a specific
sequence of configuration API calls to establish the correct
mapper or reader/writer state—constraints that are invisible
within the focal method body alone. CS makes these pre-
conditions explicit; without it, the LLM readily produces
syntactically valid tests that nonetheless fail to satisfy the
required object state, reducing BC from 17.85% to 9.33%
(−8.52 %). In short, BS addresses context noise while CS
addresses hidden state dependencies—distinct bottlenecks that
neither component can resolve for the other.

This benefit, however, is not universal: on JCore and JXml,
removing BS raises coverage, pointing to two related failure
modes. First, many branch predicates in these projects are
feature-flag checks whose controlling field is set via a builder
chain at construction time, not passed as a method argument.
BS correctly traces the data flow to the field, but the full
assignment path spans multiple factory-method layers; the
resulting slice is semantically incomplete rather than merely
short, and the LLM is left with worse context than the unsliced
method body. Second, JXml compounds this with a two-layer
configuration stack—a Woodstox WstxInputFactory be-
neath Jackson’s XmlMapper—so BS structurally misses the
lower layer’s dependencies from the start, not merely truncates
them.

2) Improvement of Iterative Framework: Beyond final cov-
erage, we examine whether the iterative loop itself accelerates
progress. We ran all four configurations (COGPATH and its
three ablated variants) under QC3-30B, recording average BC
at each step; the resulting growth curves are shown in Figure 2.
For clarity, we plot the first 10 iterations only, because all



TABLE III
ABLATION STUDY OF COGPATH COMPONENTS

Project CCavg
CogPath w/o CS w/o BS w/o CS+BS

LC(%) BC(%) LC(%) BC(%) LC(%) BC(%) LC(%) BC(%)

Cli 11.00 84.32 70.73 84.74 68.75 68.69 57.68 72.62 56.54
Codec 16.14 76.97 69.60 54.86 50.68 66.77 57.94 66.34 56.53
Collections 18.60 40.46 34.63 39.51 38.59 32.42 36.60 37.43 34.45
Compress 15.33 36.09 29.05 31.22 28.58 25.43 19.04 23.45 18.11
Csv 16.67 62.27 52.29 46.18 36.38 36.47 24.80 60.54 47.07
Gson 23.25 63.82 41.24 43.94 27.73 49.40 31.85 40.92 26.52
JCore 16.33 41.72 35.54 30.58 27.31 45.39 39.20 22.97 21.07
JDatabind 15.33 23.35 17.85 12.44 9.33 33.74 26.55 19.59 15.54
JXml 21.50 20.61 17.08 23.80 18.61 35.30 26.84 26.79 23.08
Jsoup 14.13 69.11 53.76 61.48 46.64 69.11 53.76 59.00 47.11
JxPath 15.50 42.28 35.84 47.56 41.96 28.06 22.35 34.94 31.44
Lang 16.88 59.21 52.14 66.05 63.04 56.84 51.38 57.12 53.91
Math 16.47 59.60 54.02 63.42 56.61 38.60 32.66 43.23 39.90
Time 17.36 66.79 59.25 46.29 42.81 64.99 57.89 43.21 40.65

Average 53.14 44.41 46.58 39.79 46.51 38.47 43.44 36.57
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Fig. 2. Branch coverage improvement over iterations for COGPATH and its
three ablated variants.

curves become nearly flat afterward and additional rounds
yield negligible gains.

Across the entire range, COGPATH remains the top-
performing configuration at every iteration, showing both the
fastest early-stage growth and the highest eventual plateau. In
contrast, w/o BS and w/o CS rise more slowly and saturate at
lower coverage levels, while w/o CS+BS plateaus the earliest
with the lowest ceiling. This three-way pattern—faster rise,
higher ceiling, and later plateau—indicates that BS and CS
improve iterative testing in two complementary ways: they
increase the effectiveness of each generation round and they
postpone premature saturation.
Answer to RQ2. Both backward slicing (BS) and constraint-
hints (CS) make independent, complementary contributions
and neither component is dispensable: BS eliminates context
noise (−5.94 % on average), while CS makes implicit cross-
method preconditions explicit (−4.62 % on average). The

iterative loop further amplifies these gains: COGPATH leads
at every iteration with the fastest early growth and the latest
saturation.

D. RQ3: Model Generalizability

To evaluate model generalizability, we run COGPATH under
four backbone models—QC3-30B (used in RQ1 and RQ2),
GPT-5.4-Mini, QW3.5-397B, and DS-V3.1—using the same
experimental configuration as RQ1. Results are summarized
in Table IV.

1) Overall trends.: Scaling up the backbone model brings
substantial coverage improvements across all 14 projects.
While QC3-30B achieves an average BC of 44.41%, the three
large-scale models reach 79.76% (GPT-5.4-Mini), 80.36%
(DS-V3.1), and 83.47% (QW3.5-397B)—gains of 35–39 %
over QC3-30B. Among them, QW3.5-397B achieves the
highest overall BC, consistent with its leading performance
on code-oriented benchmarks documented in its technical
report [23]. Notably, even QC3-30B already surpasses every
RQ1 baseline (best: HITS at 34.24%), suggesting that COG-
PATH’s framework-level guidance is beneficial even with a
smaller backbone model.

2) Where model scale matters most.: The capacity-driven
gains are pronounced on projects that demand dense condi-
tional reasoning. On JDatabind, QC3-30B reaches only
17.85% BC while large models achieve 68–77%. Cross-
referencing with the RQ2 ablation sharpens this picture: re-
moving CS costs 8.52% on JDatabind, while removing
BS improves coverage by 8.70 %. Together, these results
indicate that JDatabind’s dense cross-method initialization
logic depends critically on explicit constraint guidance rather
than code-context breadth. It is precisely this constraint rea-
soning and following capability—translating structured hints
into correct multi-step object state construction—that scales
with model size, explaining the pronounced gap between QC3-
30B and the larger models on this project. By contrast, on



TABLE IV
MODEL GENERALIZATION ACROSS DIFFERENT LLMS

Project #C CC QC3-30B GPT-5.4-Mini QW3.5-397B DS-V3.1

LC(%) BC(%) LC(%) BC(%) LC(%) BC(%) LC(%) BC(%)

Cli 2 11.00 84.32 70.73 97.86 86.18 98.82 92.63 98.82 91.93
Codec 7 16.14 76.97 69.60 89.78 82.61 98.32 95.30 93.60 88.46
Collections 5 18.60 40.46 34.63 98.31 94.14 98.16 94.43 98.02 94.20
Compress 9 15.33 36.09 29.05 87.15 80.29 86.92 80.90 81.32 76.04
Csv 3 16.67 62.27 52.29 87.42 77.76 95.71 87.42 85.70 77.53
Gson 4 23.25 63.82 41.24 90.26 83.06 92.88 87.97 92.13 82.86
JCore 9 16.33 41.72 35.54 63.71 57.83 83.25 76.77 66.62 57.76
JDatabind 9 15.33 23.35 17.85 76.16 68.78 74.93 69.81 84.06 77.44
JXml 4 21.50 20.61 17.08 73.41 74.20 62.20 63.65 66.06 65.22
Jsoup 8 14.13 66.43 52.55 93.37 82.96 95.87 87.49 87.15 79.98
JxPath 12 15.50 42.28 35.84 81.72 75.11 71.30 66.22 76.89 73.21
Lang 17 16.88 59.21 52.14 90.65 84.32 91.72 87.44 88.21 85.02
Math 30 16.47 59.60 54.02 88.89 81.82 92.96 87.47 91.69 85.41
Time 11 17.36 66.79 59.25 94.18 87.63 96.94 91.08 94.71 89.92

Average 53.14 44.41 86.63 79.76 88.57 83.47 86.07 80.36

structurally simpler projects such as Cli and Time, the gap
narrows to under 20 %, where COGPATH’s structural guidance
already suffices for QC3-30B to handle the less demanding
conditional logic.

3) Structural bottlenecks.: Despite the strong overall gains,
JCore and JXml remain below the large-model average
of ∼81% regardless of backbone—best BC of 76.77% and
74.20%, respectively. As identified in RQ2, these projects
share a framework-level bottleneck: their branch predicates
are governed by builder-chain configuration state that spans
multiple factory-method layers, causing BS to produce se-
mantically incomplete slices that are worse than the unsliced
method body. Scaling up model capacity cannot compensate
for structurally deficient input, which is why the ceiling
persists even under the strongest models. The consequence
is also visible in higher inter-model variance on these two
projects (e.g., JCore: QW3.5-397B=76.77% vs. GPT-5.4-
Mini=57.83%), suggesting that when COGPATH’s structural
guidance is compromised, performance may fall back on
model-specific code reasoning rather than shared framework
scaffolding. Extending backward slicing to handle cross-layer
builder chains is therefore the primary direction for future
refinement.
Answer to RQ3. COGPATH performs robustly across all four
backbone LLMs, with stronger models consistently yielding
higher coverage (79.76–83.47% avg. branch coverage for large
models). On high-complexity projects with deep inter-method
dependencies, improved model reasoning ability further am-
plifies this advantage.

V. DISCUSSION

Inference Token Cost. Per-class inference costs under the
four RQ3 backbones are 0.079$ for QC3-30B, 0.44$ for GPT-
5.4-Mini, 0.78$ for QW3.5-397B, and 0.2$ for DS-V3.1.

Runtime Overhead. Across all 130 classes using QC3-
30B as the backbone, COGPATH averages 692 s/class, in-

curring +47% overhead over SymPrompt (470 s/class) and
+13% over HITS (610 s/class), while running 4% faster than
Panta (720 s/class). Against these time differentials, COGPATH
achieves a BC of 44.41% versus 21.14%, 34.24%, and 32.32%
for the three baselines—relative improvements of +110%,
+30%, and +37% respectively. The overhead is thus propor-
tionate to the coverage gains in every comparison. Of the 692 s,
≈1.2 s is attributable to static preprocessing, which scales with
the inter-procedural dependency graph and is already included
in the figures above; the remainder is LLM inference time.

Threats to Validity. The effectiveness of COGPATH depends
on the capabilities of the underlying LLM, and results may
vary as more advanced models are introduced; we mitigate this
by evaluating across four models spanning a range of scales
and architectures (RQ3). Data contamination is a known con-
cern in LLM-based software engineering research, as evaluated
models may have encountered Defects4J code during pretrain-
ing; to reduce its effect, all methods are evaluated on the same
projects with the same backbone model, so reported results
reflect relative improvements between approaches rather than
absolute figures. Our evaluation is further limited to Java
projects from the Defects4J benchmark, which may affect
generalizability to other languages or ecosystems, though
the underlying techniques are language-agnostic in principle.
Finally, our dataset focuses on methods with CC > 10, so
performance on simpler methods remains to be assessed.

VI. RELATED WORK

A. Automated Unit Test Generation

Early techniques such as Randoop [4] and EvoSuite [2]
drive test generation by optimizing structural coverage ob-
jectives. EvoSuite applies evolutionary algorithms over whole
test suites to maximize branch coverage and automatically
infers regression assertions. While effective at exploring input
spaces, SBST methods fundamentally operate on syntactic sig-



nals and struggle with semantic preconditions that require un-
derstanding object states or inter-procedural call sequences [3].

Neural approaches such as ATLAS [24] and AthenaTest [25]
learn test-generation patterns from method–test corpora, but
remain bounded by training distributions and struggle to
reason about complex runtime behaviors [26].

The advent of LLMs enables open-ended test synthesis
grounded in broad code understanding. Early work such as
ChatUniTest [7], CodaMosa [27] demonstrates the potential
of LLM-based generation, but also exposes a key limitation:
without structured guidance, models tend to produce superfi-
cially plausible tests that fail to reach complex branches.

A first wave of follow-up work addresses this gap by
incorporating execution signals into the generation loop.
CoverUp [28] iteratively targets untested code regions using
dynamic coverage reports, directing the model’s attention
toward uncovered lines; YATE [9] further repairs failing tests
to improve validity; FailMapper [29] integrates a failure-aware
tree search algorithm [30] with LLMs to intelligently explore
test inputs targeting these failure scenarios.

A second wave enriches the model’s input with structural
program information. SymPrompt [11] extracts branch condi-
tions from control flow graphs (CFGs) and embeds them as
structured prompts. HITS [10] decomposes complex methods
into smaller slices to reduce cognitive load, improving syn-
tactic validity. Panta [12] combines static CFG analysis with
dynamic coverage feedback to identify and target uncovered
paths. JUnitGenie [13] further achieves strict path sensitivity
by constructing minimal, path-specific contexts using type and
data-dependency information. PALM [31] similarly embeds
intra-procedural branch conditions extracted from the method-
level CFG into path-specific prompts, but does not address
the inter-procedural object-state dependencies that Constraint-
Hints is designed to surface. LSPRag [32] leverages language
server protocols to retrieve cross-file dependency context,
augmenting the model’s view beyond the focal method. These
advances substantially reduce the structural mismatch between
model input and the coverage objective. However, a key
limitation remains: branches whose reachability depends on
cross-method object states-preconditions established by prior
setter or initializer calls—are still difficult to capture, as such
dependencies are not explicit in the focal method. In addition,
even with path-level guidance, irrelevant statements in the full
method context introduce substantial noise, degrading model
effectiveness as complexity grows [16], [17]. Our work targets
these limitations by making implicit preconditions explicit and
focusing the model on branch-relevant dependencies.

B. Program Slicing

Program slicing [18], [33] extracts the subset of state-
ments that influence a particular variable or program point.
Classical static slicers identify data and control dependencies
via program dependence graphs [19]; JavaSlicer [20] extends
this to Java programs by constructing precise inter-procedural
dependence graphs over bytecode. These techniques have been
widely applied in debugging, program comprehension, and

regression testing. However, classical static slicers require
complete, parsable code: tools such as Joern fail on incomplete
snippets due to missing type declarations, unresolved imports,
and references to external libraries. NSSlicer [34] addresses
this limitation by leveraging a pre-trained language model
to learn fine-grained variable–statement dependency patterns,
enabling slicing of both complete and partial Java programs
where traditional analysis is brittle.

More recently, Shahandashti et al. [35] show that LLMs
can slice source code without dedicated analysis infrastructure,
with GPT-4o performing competitively against the CodeBERT-
based NS-Slicer [36] and producing exact matches unavailable
to the latter.

HITS [10] applies a form of method decomposition to
reduce LLM input complexity. However, its decomposition
is driven by structural heuristics rather than data and con-
trol dependencies, and is not targeted toward any specific
uncovered branch. For high-complexity methods, the number
of generated segments can grow substantially, incurring token
overhead regardless of coverage impact.

In contrast, COGPATH constructs source-grounded context
for a specific uncovered branch, retaining relevant statements,
object states, and setup actions. Unlike HITS’s structural
decomposition, it is activated only after coverage stalls and
validated through compilation, execution, and coverage feed-
back rather than treated as a sound static slice.

VII. CONCLUSION AND FUTURE WORK

We presented COGPATH, an LLM-driven framework for
automated unit test generation that addresses two comple-
mentary dimensions of cognitive misalignment: Constraint-
Hints makes implicit cross-method preconditions explicit,
while coverage-driven Backward Slicing eliminates irrelevant
context to concentrate the model’s attention on branch-relevant
dependencies. Evaluated on 130 classes and 2,971 complex
methods from 14 real-world Java projects, COGPATH achieves
44.41% average branch coverage, outperforming state-of-the-
art baselines by 10.2 pp and generalizing consistently across
LLMs of varying capacity.

Future work will extend COGPATH with adaptive slice gran-
ularity and broader constraint guidance for complex object-
oriented initialization patterns. We also plan to integrate
its ConstraintSolver and BackwardSlicer into OpenHands to
compare branch-level structural guidance with general-purpose
agentic test generation under the same benchmark, backbone
model, and information budget.

VIII. DATA AVAILABILITY STATEMENT

The replication package, including the source code of
COGPATH and evaluation scripts, is available for review at
https://doi.org/10.5281/zenodo.19249603
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